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The Kubernetes Security Essentials (LFS260) course
provides the skills and knowledge on a broad range
of best practices for securing container-based
applications and Kubernetes platforms during build,
deployment and runtime. 

This course is ideal for anyone holding a CKA
certification and interested in or responsible for
cloud security.

This course is designed as preparation for the
Kubernetes Security Specialist (CKS) Exam, and will
substantially increase students' ability to become
certified.

Course Introduction



Understand security concerns for cloud
production environments.
Learn how to harden systems and the cluster.
Discuss security topics around container supply
chain.
Learn how to monitor and log security events,
and much more.

by the end of this course you will learn



A good understanding of Linux
Familiarity with the command line
Familiarity with package managers
Familiarity with Git and GitHub
Access to a Linux server or Linux desktop/laptop
VirtualBox on your machine, or access to a
public cloud.
Proficiency working with Kubernetes - CKA-
certified

You will need to have



Softwares

Debian/Ubuntu
Red Hat/Fedora
 openSUSE/SUSE

The material used CNCF is distribution-flexible. This
means that technical explanations, labs and
procedures should work on most modern Linux
distributions. 

In practice, most of their material is written with the 
three main Linux distribution families in mind: 



Cloud Security
Overview

Understand the security process.
Discuss basic security principles.
Discuss attack types.
Examine the four C’s of cloud security: code,
container, cluster, cloud.
Investigate security agencies and security
resources.

By the end of this chapter, you should be able to:



CNCF Projects and SIG's

CNCF projects are divided into four categories.

Unlike single-vendor products, open source cloud projects
are developed in parallel, with minimal oversight and
varying degrees of communication. As a result, there is not
one single place or software resource for understanding
and improving security. Instead, all of the projects installed
need to be understood and monitored by security staff.



Graduated projects have self-determined that they have matured enough, and have the essential
characteristics. The decision comes from the project community, using common guidelines provided by CNCF.

These projects tend to be stable, with high community involvement and ongoing testing. Examples of
graduated projects are Kubernetes, Prometheus, Envoy, Helm, Fluentd, Jaeger, etc.

Graduated

Incubating projects have not yet met or declared themselves to be graduated. Some of these projects are
widely used, some are not. The less active the community, the less chance of ongoing security testing in

production environments. Examples of incubating CNCF projects: CNI, CRI-O, Linkerd, OpenTracing, Thanos,
etc.

Incubating



Sandbox projects are typically very new. With the focus on getting things to work, these projects may have few
security features or little documentation. They also tend to have the most dynamic changes. Some examples

of CNCF Sandbox projects are: Artifact Hub, k3s, in-toto, Keylime, Parsec, etc.

Archived projects are those the community is no longer actively working with. Security settings are no longer
monitored and new zero day exploits are unknown. An archived CNCF project is rkt.

Sandbox

Archived



Within a project, such as Kubernetes, there may be 118 or more Special Interest

Groups (SIGs) which work on one aspect of the projects. Just as multiple projects

are a sum of multiple groups, a single project is also a sum of multiple groups.

Some groups may not focus on security as much as others. As a result, it is

essential to keep track of common vulnerabilities and exploits.



What is Security?

Computer security is the protection of items of
value, called assets, of a computer or computer
system. There are many types of assets, involving
hardware, software, data, process, staff, or a
combination thereof.

a process.
Security is

Responsibilities
Roles & 

Assets

Development
Software

Policies
Security



Integrates into the Assets Life Cycle
Security begins with acquiring assets. It is important that there is a chain of custody for the physical
assets, up to and including when the asset is powered on.

Software development life cycle is a process that includes Design, Development, Testing, and
Deployment. It is critical that security is considered during the design phase of a project.

Establishing policies and procedures reduces the risk of accidental or intentional harm.

It is important to establish a hierarchical structure for incident response. There needs to be a defined
leader or plan for assigning a leader due the strenuous nature of the job.

Integrates into the Software Development Life Cycle

Establishing Organizational Policies and Procedures

Defining Roles and Responsibilities



Basic Security Principles

Assessment Prevention

DetectionReaction



Assessment

Single sign-on systems can introduce new security
concerns.
Additional security staff is itself a risk.
Centralization of services introduces greater risk of
downtime through single points of failure and attack.

Assessment is the operation of determining the value of
assets and the cost of implementing security to protect those
assets. The focus is generally on the most valuable
assets.Because of limited resources, 100% security is
impossible to achieve. Priorities will be assigned to specific
assets based on their value.

Knowing the value of each asset and the cost of securing
each item is critical in focusing the security resources.
Residual risks are those that are unsecured by controls post-
deployment. You should document them.

Examples:



Prevention Technical controls involve software and hardware to
protect assets.
Procedural controls involve processes and policies
designed to prevent loss and damage.
Physical controls involve facilities, staff, key cards, locks,
and other measures.

There are an unlimited number of threats out in the world; they
can be accidental, malicious, and directed. 

Prevention of known risks is the easiest and likely the most
cost effective principle to incorporate into a system.

Prevention is the implementation of security measures, called
controls, to protect assets identified during the assessment
stage. 

Controls refer to software and strategies deployed to protect
the assets. There are three types of controls:

1.

2.

3.



Detection

Tools like Prometheus are helpful for production-wide metrics
and a time-series database to view historical information. The
use of production-wide logging is also essential to understand
typical usage, as well as unusual activity.

Detection involves monitoring through the use of various
technologies, such as remote logging, system statistics, and
performance metrics. Detection can be the most expensive
and can be difficult to execute effectively.

Intrusion Detection and Prevention Systems (IDPS) are used
to identify possible incidents, create a consistent audit trail,
and report attempted intrusions.

Current incident detection methods include signature-based,
statistical anomaly-based, and stateful protocol analysis.

Stateful protocol analysis includes system monitoring.
Statistical anomaly based detection involves creating a
baseline and monitoring for anomalies. 



Reaction

Blame is an unproductive activity. Unexpected failures will
occur no matter how much planning and implementation is
effected. Root cause analysis is productive for identifying
technical issues.

Reaction is one of the least considered principles, and
catastrophes often result from poorly planned reactions to
vulnerabilities and risks. How an incident is addressed may
have long term effects and must be considered carefully.

How an organization reacts to these vulnerabilities can
determine the survival of the system and, in some cases, the
organization itself. Reaction can range from adding firewall
rules, adding scanners, re-implementing the systems, or
shutting down certain components. 

An inappropriate response can be disastrous in its technical
effectiveness or simply in its perceived effectiveness. If users
and consumers are not confident in an organization’s reaction
to a threat, they may move to other competitors.



Classes of Attackers



A white hat hacker breaks security for non-malicious reasons, perhaps to test their own security system or
while working for a security company which makes security software. The term "white hat" in Internet slang
refers to an ethical hacker. This classification also includes individuals who perform penetration tests and

vulnerability assessments within a contractual agreement.

A black hat hacker is a hacker who violates computer security to be malicious or for personal gain. Black hat
hackers form the stereotypical, illegal hacking groups often portrayed in popular culture. Black hat hackers

break into secure networks to destroy data or make the network unusable for those who are authorized to use
the network.

White Hat

Black Hat



A script kiddie (also known as a skid or skiddie) is a non-expert who breaks into computer systems by using
prepackaged automated tools written by others, usually with little understanding of the underlying concept.

A hacktivist is a hacker who utilizes technology to announce a social, ideological, religious, or political
message. In general, most hacktivism involves website defacement or denial-of-service attacks.

Script Kiddie

Hacktivist

Nation state refers to intelligence agencies and cyber warfare operatives of nation states.

Nation State



Organized crime refers to criminal activities carried out for profit.

Bots are automated software tools that are available for use by any type of hacker.

Organized Crime

Bots



Attack Sources



An inside attack is an attack initiated by an entity inside the security perimeter (an insider), i.e., an entity that
is authorized to access system resources but uses them in a way not approved by those who granted the

authorization.

An outside attack is initiated from outside the perimeter, by an unauthorized or illegitimate user of the system
(an outsider). On the Internet, potential outside attackers range from amateur pranksters to organized

criminals, international terrorists, and hostile governments.

Inside

Outside

An attacker need not remove data for there to be a problem. Reading of material, such as a secret formula, or
encryption and extortion for the key could be done without removal of any data.



Types of Attacks



An attack is referred to as active when it attempts to alter system resources or affect their operation so it
compromises Integrity or Availability.

Denial of service attacks are generally done by flooding the service or network with more requests than can
be serviced and results in the service becoming unreachable. This sometimes happens due to a client

misconfiguration.

Spoofing attacks take place when a valid or authorized system is impersonated via IP address manipulation.
The service thinks it is communicating with an authorized system when it is really talking to an impostor. ARP,

DNS, IP Address, and MAC are susceptible to spoofing.

Port scanning can be done with the nmap utility and involves sending SYN packets to a range of ports on the
target systems. The replies, or lack of replies, from the target provide a significant amount of information

about the possible services running on the target.

Active Attacks



A passive attack attempts to learn or make use of information from the system, but does not affect system
resources; it compromises Confidentiality.

Wiretapping is generally done with tcpdump or wireshark to listen to traffic on the network. This is done by
placing network interfaces into promiscuous mode in which all packets, all ones and zeros really, are passed

to the tcpdump application to be decoded.

During normal operations, network interfaces throw away packets sent to them by the network devices when
the destinations do not match those configured on the host. Pretty much all communications protocols and

mechanisms are susceptible to wiretapping. This includes Ethernet, wifi, USB, and cellular networks.

Remember that most buildings do not fully contain signals or sound. As a result, these can be detected from
outside, in a process sometimes called wardriving. Secure locations will play music, tempest walls, and

vibrate windows to prevent the glass being used for wiretapping. Both this infrastructure, as well as regular
searching for unauthorized signals is part of comprehensive security.

Passive Attacks



4C of Security



There are many cloud providers, each with their own
security best practices and settings. While most are locked
down, it may be a good idea to research the settings rather
than trust. 

Should you host your own equipment, keeping them secure
is a full-time job, and beyond the scope of this course.

The many components of a cluster each have their own
possible security concerns, which will be discussed later in
the course.

Container security relies on trusted code. This layer is a
combination of container vulnerability scanning, image
signing to ensure nothing has been modified, and also
preventing the leveraging of elevated privileges past the
least privileges required. Cloud / DataCenter

Cluster - Kubernetes

Container - Docker

Code



With Kubernetes, the component which stores the cluster state, the authentication and authorization
settings, and the one component that cannot be easily rebuilt is the etcd database. Extra care should be
taken to back up and protect this component, as its compromise would provide the most access and
control.

The network remains a primary concern, as most environments want their end user to access resources via
a network. Care should be taken to only open required ports, protect API endpoints the end user does not
require, and also have a plan to reevaluate on a regular basis.

On Kubernetes worker nodes, which tend to be exposed in some manner to the outside world, the kubelet
and kube-proxy pods have access to the control plane. Special care should be taken to ensure these are
not compromised. Each of the other projects you install will have similar agents, each requiring planned
and ongoing evaluation.

Other Exploits



National Checklist
Program



National Checklist ProgramThe National Vulnerability Database (NVD) is a service provided by the National
Institute of Standards and Technology (NIST), a US government physical sciences laboratory which also
hosts the Computer Security Resource Center (CSRC), where Federal Information Processing Standards
(FIPS) and (Special Publications (SP) documents can be found, among others.In addition to the many
documents available, you can search for known issues and checklists in their database, such as checklists
for compliance, vulnerability, specialized issues, etc.

URL - https://nvd.nist.gov/ncp/repository

https://nvd.nist.gov/ncp/repository




Center for Internet
Security Benchmarks
(CIS)



The Center for Internet Security, Inc. (CIS®) is a non-profit organization working to share cybersecurity best
practices, information, and tools. Some of the information is provided free of charge, other tools require a
membership.

A popular tool which requires a membership is the CIS-CAT® Pro, which can be run on a system to compare
and report back conformance to best practices. The data is ordered in a numerical scale, and the
dynamically-created web page offers information on how to improve conformance.

The organization also provides benchmarks which can be used to evaluate your systems and software on
your own. These freely available tools can give information and perhaps a unique perspective on various
security considerations.

URL - https://www.cisecurity.org/benchmark/kubernetes/

https://www.cisecurity.org/benchmark/kubernetes/




kube-bench



We can use the kube-bench tool from Aqua Security. While they make an effort to test for the same issues
as from CIS, there may not be a one-to-one mapping, and not all tests may be included. Still, it would be
better than not knowing of any vulnerabilities at all.

If you are using a managed cluster, like GKE, then the cloud provider runs the master node. Be aware they
probably won’t allow the testing to run.

URL - https://github.com/aquasecurity/kube-bench

https://github.com/aquasecurity/kube-bench


High Value Asset
Protection



Another resource for improving security is to use a website of Homeland Security, Cybersecurity Directives,
which lists Binding Operational Directives (BOD) for federal agencies. 

The site also lists Emergency Directives of known, and potentially wide-reaching issues.Should a newer
version of the document become available, there will be a link to the new version of the document. 

You can view the current information on the Securing High Value Assets page.

Inside this document, you will find four actions about the structure of a security team, approach to security,
and regular HVA assessments.

https://cyber.dhs.gov/directives/
https://cyber.dhs.gov/bod/18-02/




Limit Access



A central concept in security is limiting external access to the production environment. There is always a
balance between allowing end users the appropriate amount of access without allowing more than the least
access possible. This is made up of several layers, with the complexity and number of layers tied to the
sensitivity of the information being protected.

Protecting network traffic is not just an edge decision. Every connection, both between nodes, as well as
intra-node communication, should have a series of firewalls working in conjunction with each other.

A dynamic CI/CD environment may not be as protected due to the necessary dynamic nature of constant
change. As a result, it is essential to insert scanning and verification tools as part of the pipeline, as well as
ongoing reviews and assessment to ensure problems are properly caught and fixed.

There should also be a collection of non-container specific security tools (e.g., SELinux, Kerberos, SAML,
etc.) to manage access at each layer, from hardware up to the application.



Knowledge
Check



#1 
The US Government does not provide security
information from multiple agencies. 

True or False?



#1 

False

The US Government does not provide security
information from multiple agencies. 

True or False?



#2
What are the 4C's of cloud security?



#2

cloud
cluster
container
code

What are the 4C's of cloud security?



#3
Which of the following is not a type of security
attack?

A. Active
B. Passive-aggressive
C. Passive



#3

B. Passive-aggressive

Which of the following is not a type of security
attack?

A. Active
B. Passive-aggressive
C. Passive



#4
Is CIS a government agency?



#4

No

Is CIS a government agency?


